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The 6top Protocol, which is part of 6TiSCH, allows distributed management of the
TSCH communication schedule. The Scheduling Function Zero (SF0) is the default
algorithm for a node to decide when to add/remove cells to its neighbors. SF0 picks
the cells to add randomly; hence, it is possible that 2 nearby pairs of nodes pick the
same cell, resulting in a schedule collision. This article introduces cost-aware cell
relocation (CCR), which is a solution to detect and fix such schedule collisions in a
distributed manner. CCR monitors the performance of individual cells and uses that
information to detect collisions. When such a collision is detected on a cell, neighbor nodes communicate to relocate that cell to a different slot/channel in the TSCH
schedule. We implement CCR and run it on a 5-node network on the Internet of
Things Laboratory testbed. The results show that, compared with today's SF0 and
for the same traffic requirements, CCR increases the average packet delivery ratio
by 2% and reduces the number of cells that need to be scheduled by 27.3%.

1

INTRODUCTION

6TiSCH1 is an Internet Engineering Task Force (IETF) Working Group* that defines the protocol stack for tomorrow's Industrial
Internet of Things (IoT). It combines the industrial performance of IEEE802.15.4 time-slotted channel hopping (TSCH) with the
addressability and Internet integration of Internet Protocol version 6 (IPv6). The protocol stack2 includes IEEE802.15.4 TSCH3
at the link layer, IPv6 over Low-Power Wireless Personal Area Network (6LoWPAN)4 and IPv6 Routing Protocol (RPL)5 at the
networking layer, and Constrained Application Protocol (CoAP)6 at the application layer.
As the core technique behind multiple industry standards such as WirelessHART,7 ISA100.11a,8 and IEEE802.15.4,3 TSCH
also plays a fundamental role in 6TiSCH. In a TSCH network, all nodes are synchronized, and time is cut into timeslots. A slot
is long enough (typically 10 ms long) for a node to send a link-layer frame to a neighbor and for that neighbor to send back a
link-layer acknowledgment indicating successful reception. At different iterations of a slotframe, packets are sent at different
frequencies, resulting in channel hopping. Time synchronization minimizes the energy consumption during the idle listening
status, enabling ultralow-power operation. Channel hopping mitigates the effect of external interference and multipath fading,
enabling wire-like reliability.9
The communication of a TSCH network follows a schedule defining which cells are used for transmission or reception. A
cell is a single element in the schedule, identified by a slotOffset and channelOffset. The mechanism to build and maintain the
* https://tools.ietf.org/wg/6tisch/charters
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schedule is defined by the 6top Protocol (6P),10 which is a 2-step handshake protocol being standardized by 6TiSCH. When a
node needs more bandwidth to its neighbor, it initiates a 6P transaction to that neighbor to add one of more cells in the schedule.
A transaction consists of a single 6P Request and a single 6P Response. During this exchange, neighbor nodes “negotiate” where
in the schedule (ie, at which slotOffset and channelOffset) to position the new cell(s). A similar 6P transaction can be used to
remove one or more cells when less bandwidth is required.
The scheduling function (SF) is the policy in charge of monitoring the bandwidth requirements to each of the node's neighbors.
When the requirements increase/decrease, it is the SF that triggers the appropriate 6P transactions. Different SFs can be designed,
which optimize different performance indicators (eg, latency, robustness, and energy).
The Scheduling Function Zero (SF0) is a simple SF being standardized by IETF 6TiSCH. It defines a bandwidth estimation
algorithm that decides when to call 6P and determines the number of cells that should be added/removed to a particular neighbor.
In SF0, when adding cells, neighbor nodes select cells among the ones neither of the 2 neighbors is currently using, randomly.
With such a simple approach, scheduling collisions may happen: 2 nearby pairs of nodes select the same cell. When this happens,
frames exchanged by the 2 pairs of neighbor can collide.
CCR is a “relocation” service that complements SF0. It monitors the quality of the cells and relocates the cells on which
it detects a schedule collision somewhere else in the schedule. We root the performance analysis of CCR in extensive experimentation. We first show cell equivalence: in a TSCH network without scheduling collision, all cells in the schedule exhibit
the same packet delivery ratio (PDR), which is a metric for communication quality. The CCR policy builds upon this result; it
decides when to relocate a cell. It does so by comparing the “cost” of using the old schedule with the one after relocation. CCR
is implemented on OpenWSN† 11 and deployed on the FIT IoT-Lab testbed.‡ 12 Results show that the average PDR is improved
by 2%, translating into 27.3% less scheduled cells needed for the bandwidth requirements.
The contributions of this paper are as follows.
•
•
•
•

We define “cell equivalence” and verify it on a large data set gathered in 8 experimental measurement campaigns.
We design CCR and model its behavior mathematically.
We implement CCR and verify its performance through experimentation on the IoT-Lab testbed, on a 5-node canonical
topology.
CCR is currently pushed through the standardization process at IETF 6TiSCH, with the goal for it to be accepted as the
relocation algorithm of SF0.

The remainder of this article is organized as follows. Section 2 introduces related works (eg, multiple-channel communication,
TSCH and 6top sublayer protocol, and TSCH-based scheduling) and the contributions of this article. Section 3 introduces the
concept of cell equivalence, which is the foundation of our relocation approach. Section 4 presents CCR. Section 5 evaluates
the performance of CCR experimentally on a large-scale testbed. Section 6 concludes this article.

2

RELATED WORK

In this section, we first introduce related research on the benefits of multiple-channel communication (Section 2.1). We
then introduce TSCH and how 2 neighbor nodes negotiate cell allocation using the 6P (Section 2.2). We finally discuss the
state-of-the-art TSCH scheduling approaches (Section 2.3).

2.1

Benefits of channel hopping

Communication using multiple channels is widely accepted as a solution for increasing the reliability and throughput of a
network.9 Using multiple channels not only increases the number of available links for transmission but also allows nodes to
“channel hop” to mitigate external interference and multipath effects as retransmissions occur on a different frequency. Channel
hopping increases network connectivity9 and decreases packet loss correlation.13
Watteyne et al9 analyzed the benefits of channel hopping on the RPL routing protocol,5 based on the connectivity traces
gathered from real-world office low-power wireless deployment. Compared with a single-channel solution, a channel hopping
network requires 26% less nodes to cover the same area. Through simulation on these connectivity traces, the average ETX14
when using blind channel hopping is 56% lower than when using a single channel (see Equation 1 in Section 3). Channel hopping
†
‡
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also reduces network churn (nodes changing routing parent) by 38%, resulting in a more stable topology and less stress on the
routing protocol.
Gonga et al13 described an experiment showing the performance of channel hopping on the temporal correlation of packet
loss, called β, ranging from 0 to 1, as follows: β = 0 for a link with independent packet losses with 2 continuous transmissions,
ie, the failure of the previous transmission does not affect the next transmission; β = 1 for a link where the outcome of successive
transmissions (failure/success) is always the same. In practice, we want each transmission to be independent to increase the
success probability of retransmission. That is, the lower β, the better. The experiment is conducted with 32 motes mounted on
the ceiling of an office. Each node transmits 10 000 consecutive packets, one every 10 ms. All other nodes log the packets they
received. The traces are collected for 3 scenarios: single channel, hopping on 2 channels, and hopping on 4 channels. The result
shows that 95% of the links with 4 channels to hop on exhibit β ≤ 0.2, ie, almost independent packet losses.

2.2

IEEE802.15.4 TSCH and the 6P

TSCH is at the heart of virtually all low-power wireless industrial standards, including WirelessHART,7 ISA100.11a,8 and
IEEE802.15.4.3 TSCH is a frequency- and time-division multiple access medium access control protocol. In IEEE802.15.4 at
2.4 GHz, each frame can be sent on one of the 16 2-MHz-wide channels; channels are spaced with 5 MHz. TSCH splits time
into timeslots. The collection of timeslots repeating is called a “slotframe”. Each slot is identified by its slotOffset (its index
in the slotframe). The absolute slot number (ASN) is an ever increasing counter that uniquely identifies each timeslot. All
nodes are synchronized: their timeslot boundaries are aligned in time, and they share the same ASN. A cell is a single element
in the TSCH schedule, identified by its slotOffset and channelOffset. A pseudo-random channel hopping sequence is used so
subsequent frames exchanged between 2 neighbors are done so on different frequencies, resulting in channel hopping.
The IETF 6TiSCH Working Group standardizes how IPv6 is used over IEEE802.15.4 TSCH, combining the industrial performance of TSCH with the ease of use of IPv6. 6TiSCH defines an architecture that brings together IEEE802.15.4 TSCH,
6LoWPAN, RPL, and CoAP. The 6P,10 which is part of 6TiSCH, allows neighbor nodes to schedule/unschedule cells to one
another in a distributed manner.
6P is a simple handshake protocol to reserve/remove cells. When a node needs to reserve a cell to its neighbor, it sends a 6P
Request message containing the available/unavailable cell list that can be reserved on its side. After receiving the packet, the
neighbor selects the most appropriate cell and sends a 6P Response message containing the list of selected cells. With such 2-step
communication, cells are installed on both sides for transmitting and receiving. The process for removing cells is equivalent.
The decision to reserve or remove a cell is made by the SF. The following section describes some other state-of-the-art
scheduling approaches based on TSCH to give a better background about the approach proposed in this article.

2.3

TSCH scheduling approaches

End-to-end reservation protocols have been studied in the context of TSCH networks. D-SAR15 proposes RSVP-like reservation for end-to-end track reservation and maintenance. D-SAR uses the route built by the routing protocol and forwards the
scheduling request packets from the sender to the receiver through the established route. Relay nodes temporally reserve the
requested cells in their schedule and wait for the confirmation to come back over the reverse path. Dynamicity is not handled
efficiently as the overhead of end-to-end reservations severely limits its applicability to large multihop networks.
TASA16 uses a central scheduler to gather traffic requirements from the nodes, as well as the routing topology. It uses that
information to build the communication schedule. TASA uses matching and coloring for generating the schedules for each node.
The matching process monitors the required traffic load on each timeslot and prioritizes them. The coloring process utilizes
simple graph theory to avoid schedule collisions (2 pairs of nodes using the same cell). TASA produces a collision-free schedule
algorithm while minimizing the number of cells assigned to each node. The first drawback of TASA is that it does not take into
account the quality of links; it assumes all links have a 100% PDR, which is not realistic. The second drawback is that it does
not efficiently handle topology changes, which, in real deployment, happens often and throughout the lifetime of the network.
Wave17 is another centralized scheduling algorithm for TSCH networks. The central scheduler (a computer sitting on the edge
of the TSCH network) floods a request for all the nodes to send it their communication requirements and topology information.
Once it receives those, it computes the schedule. The schedule operates in rounds (called “waves”); during one round, all
nodes report one data packet. The scheduler's objective is to lower the number of timeslots per round, to increase the reporting
frequency. The scheduling algorithm is intuitive and fits the different transmissions in a hop-by-hop fashion, taking into account
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possible interference. Similar to TASA, Wave does not take into account nonideal wireless links, nor offers a clear way of
handling topological changes.
The decentralized variant of TASA is called DeTAS.18 Instead of having each node send its communication requirements
and topology information to a central entity (what in IETF terms would be a “Path Communication Element”), each node
monitors the traffic load of its subrouting structure (ie, the sub-DODAG when using the RPL routing protocol). Each node then
aggregates that information. The signaling overhead of DeTAS is hence lower than that of TASA. However, even if gathering
the information is done in a distributed way between nodes in the network, the computation of the schedule is still done in a
centralized fashion.
Orchestra19 is a fully distributed solution in which neighbor nodes schedule cells to one another with no intervention from
any central authority. Neighbor nodes schedule cells between one another implicitly. That is, when the routing protocol (RPL5
in this case) detects 2 nodes are neighbors, each node applies a hash function on the 64-bit medium access control address of
its new neighbor. The result of this hash function is the identifier of a cell, which is then used to send data to that neighbor.
The neighbor does the same and listens on that cell. Orchestra establishes basic connectivity between routing neighbor nodes
without any negotiation overhead. In the current “6TiSCH Minimal Configuration”,20 a single timeslot is used to carry all of
that traffic. Orchestra is more powerful as it avoids the contention of 6TiSCH minimal. Orchestra, however, does not deal
with the case where different nodes require different amounts of bandwidth, which is the case for virtually all deployment. That
being said, it can be seen as an efficient network bandwidth bootstrapping mechanism.
SF021 is an SF being standardized by the IETF 6TiSCH Working Group. As its name suggests, it is a “minimalistic” generic SF;
more advanced SFs are expected to be proposed for more particular use cases. SF0 is entirely distributed. In a node implementing
SF0, a bandwidth estimation algorithm regularly evaluates the number of cells the node needs to each of its neighbors. It does
so by looking at what portion of cells scheduled to that neighbor it has been using in the past: if more/less than some threshold,
it triggers the process to add/remove cells. SF0 adds some hysteresis to avoid continuously adding/removing cells. The cells to
add are chosen randomly among the cells unused by both neighbor nodes. This means there is some probability 2 nearby pairs
of nodes pick the same cell(s), resulting in a schedule collision.
Figure 1 illustrates the effect of a schedule collision, which is related to the well-known hidden terminal problem. Node 5 has
a link 5 → 4 to its parent node 4; node 3 has a link 3 → 1 to its parent node 1. Node 4 is “exposed”: it hears frames sent by both
nodes 3 and 5. In this case, if the cell allocated between 3 and 1 has the same slotOffset and channelOffset as the cells between
5 and 4, there is a schedule collision. In this case, if nodes 5 and 3 send a frame at the same time (ie, in the same iteration of
the slotframe), both signals interfere at the antenna of node 4, which is likely not able to decode either.
Schedule collisions are a problem as (1) energy is wasted by retransmissions and (2) it limits the predictability of the performance of the network. When a schedule collision happens and frames are not successfully transmitted, SF0 naturally adds more
cells to match the required bandwidth. This is not a good approach as energy is wasted transmitting and listening on the collided
cells. The right approach is to (1) detect that there is a schedule collision and (2) move those cells to a different location in the
TSCH schedule. We call this process “relocation”.

FIGURE 1 Illustrating a schedule collision. We assume SF0 is running on each node in the network and is used to schedule cells along the
routing path. If the cell scheduled by node 3 is the same as the cell scheduled by node 5, there is a schedule collision. That is, if nodes 5 and 3 send a
frame at the same time, node 4 will most likely not be able to receive either
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FIGURE 2 The OpenMoteSTM mote, used to verify cell equivalence

CCR, the approach proposed in this article, is a maintenance process that complements SF0. It detects scheduling collisions
and relocates the cell involved. To detect collisions, CCR compares the PDR of all cells going to a particular neighbor. It expects
those to be equivalent; if one cell has a PDR significantly lower than the others, it considers that it is because of a schedule
collision and relocates the cell. This is explained in detail in Section 3.

3

CELL EQUIVALENCE

In a TSCH schedule, the channelOffset of a cell is an index that gets translated into a frequency at each iteration of the slotframe,
using Equation 1. This results in channel hopping: successive packets are sent on different frequencies. As a result, when multiple
cells are scheduled between 2 neighbors, they should exhibit the same PDR because (1) the cell connect the same nodes and (2)
frames sent during those cells hop on the same frequencies. We call this “cell equivalence”.
frequency = (ASN + chOffset)%16.

(1)

Of course, in case of schedule collision, cell equivalence does not hold; this is discussed in detail in Section 4. In this section,
however, we verify experimentally that cell equivalence holds in the absence of schedule collisions. The following sections
introduce the experimental setup and main results showing cell equivalence.

3.1

Experimental setup

We want to verify experimentally that, given a particular schedule and regardless of the slotOffset and channelOffset we place
the cell at, it will have the same performance. We use PDR as a performance metric and estimate it by the ratio of data frames
sent and acknowledgment frames received. PDR is a floating number between 0 and 1; 1 means the link is perfect, and 0 means
the link is nonexistent. The experiment is conducted at Inria-Rocquencourt, a typical office environment with coexisting WiFi
on the 2.4-GHz band.
We use OpenMoteSTM nodes,§ which feature an STMicroelectronics STM32F103RET6 32-bit ARM Cortex-M3
microcontroller and an Atmel AT86RF231 IEEE802.15.4-compliant radio (see Figure 2). The results hold for any
IEEE802.15.4-compliant radio.
Figure 3 shows the setup. A transmitting (TX) mote is at a fixed location. We position the receiver mote (RX) across 8
positions at different distances on a straight line from it. The TX mote transmits at 0 dBm; we remove its antenna to limit the
radiated power. This artificially creates a link with low PDR at short distances.
The OpenWSN protocol stack,11 which implements IEEE802.15.4 TSCH, runs on both motes. The TSCH schedule consists
of 11 timeslots, each 15 ms long. The first 9 timeslots are dedicated cells for sending data from the TX mote to the RX mote. The
last 2 timeslots are off and are used by both motes to print out over their serial port the list of frames that where just sent/received
and on which slotOffset. An application runs on the TX mote that generates a 49-byte frame, on average, every 50 ms (with
some randomization). Each frame is sent by the TX mote on one of its 9 transmit slots, randomly. Because of channel hopping,
§

https://openwsn.atlassian.net/wiki/display/OW/OpenMoteSTM
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FIGURE 3 The white circle is the transmitting (TX) node. A black circle indicates the location of the receiving (RX) node. The experiment is
repeated 8 times by placing the RX node at 20, 30, 40, 50, 60, 80, 100, and 120 cm from the TX node. Over 18 000 packets are sent through all 16
channels by the TX node per position. The blue line in the figure is the average PDR among all channels

(A)

(B)

(C)

(D)

(E)

(F)

(G)

(H)

FIGURE 4 The packet delivery ratio (PDR) as a function of distance, slotOffset, and frequency. Each PDR value is computed over 125 frames.
A, D = 20 cm; B, D = 30 cm; C, D = 40 cm; D, D = 50 cm; E, D = 60 cm; F, D = 80 cm; G, D = 100 cm; H, D = 120 cm

this translates into a transmission on a random frequency.¶ For each position of the RX mote, the application generates 18 000
frames. We change the position of the RX mote after this is done, ie, every 15 minutes.
For each position, we end up with a logfile of sent/received frames. Just comparing the number of sent and received frames
allows to compute the overall PDR for each distance. This is plotted on the lower portion of Figure 3. Not surprisingly, the
PDR is lower for larger distances between the transmitter and the receiver. Because of constructive multipath interference at a
distance of 60 cm, for this particular setup, the PDR is higher than that at 50 cm. This is perfectly in line with the well-understood
phenomenon of multipath fading.22
The following sections analyze the data in finer detail and verify that cell equivalence holds.

3.2

Per-[slotOffset,frequency] PDR

For each position, the TX mote sends 18 000 packets. This translates into 2000 packets for each slotOffset. This further translates
into 125 packets per frequency on that slotOffset. For each [distance,slotOffset,frequency] tuple (for which we have 125 frames),
we compute the PDR.
This is what we plot in Figure 4. Each figure corresponds to a different distance D between the TX and RX motes. Each
colored “slice” represents the PDR for a given slotOffset.
¶

We enable channel hopping on all 16 frequencies in the 2.4-GHz band, ie, from 2.405 to 2.480 GHz with 5-MHz increments.
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The results clearly show the effect of multipath fading. First, for a give distance, the PDR varies greatly with frequency. At
D = 100 cm, for example, the TX and RX nodes communicate perfectly at 2.420 GHz (frequency 13 using IEEE notation) but
not at all at 2.480 GHz (frequency 26). This is because of multipath fading: the nodes are in such a position that the different
multipath components of the signal coming from the TX node destructively interfere at the RX's antenna at 2.480 GHz. Second,
when comparing PDR for the same frequency but different distances, we see that the PDR does not simply decrease linearly
with distance. This results in a decomposition of what is shown in Figure 3, per frequency.
Figure 4 visually shows cell equivalence. The different colored slices appear to be copies of one another, indicating that while
the PDR is a function of distance and frequency, it is not a function of slotOffset. For a given distance and frequency, one can
expect the same PDR for any slotOffset. We quantify these results by using Pearson correlation in Section 3.3.

3.3

Pearson correlation

We compute the Pearson correlation between slotOffset values to quantify the level of cell equivalence. The Pearson correlation
measures the linear relationship between 2 vectors and results in a number between 0 and 1; the higher the measurement, the
higher the linear correlation between the 2 vectors. A correlation of 1 means the 2 vectors are identical. Equation 2 shows the
practical calculation of Pearson correlation between vectors X and Y, where E[X], μX , and σX indicate the expectation, mean,
and standard deviation of vector X, respectively.
[
]
E (X − μX )(Y − μY )
ρX,Y =
(2)
σX σY
In our case, the vectors are composed of the PDR values for each of the 16 frequencies, for a given distance and a given
slotOffset. A vector corresponds to one colored “slice” in Figure 4. Figure 5 is a graphical representation of the Pearson correlation, one subfigure per distance. Each subfigure shows the Pearson correlation for each combination of slotOffset values. The
correlation on the diagonal is equal to 1 by definition; the figure is symmetrical with respect to the diagonal by construction.
Except Figure 5A,B, all Pearson correlation values for all distances >30 cm are above 96%. This means that, regardless of the
slotOffset chosen, that cell will always perform the same. The lower correlation values for 20 and 30 cm are an artifact. With
this little distance between the nodes, all PDR values are in the 90%-100% range. A small variation of the absolute value of the
PDR translates in the larger variation of the relative value, which is what the Pearson correlation shows.

3.4

Seeing cell equivalence

Figure 6 further visually shows cell equivalence. Regardless of the slotOffset value, the PDR at a particular distance and a
particular frequency is the same (the lines in Figure 6A,B are “flat”). The maximum standard deviation of the PDR over all
slotOffset values is only 0.019 and 0.023 for D = 100 cm and D = 120 cm, respectively (Figure 6C,D).

(A)

(B)

(C)

(D)

(E)

(F)

(G)

(H)

FIGURE 5 Pearson correlation of the PDRs of all slots. The color of each square represents the Pearson correlation between the PDR vectors of 2
different slotOffset values. A, D = 20 cm; B, D = 30 cm; C, D = 40 cm; D, D = 50 cm; E, D = 60 cm; F, D = 80 cm; G, D = 100 cm; H, D = 120 cm
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(A)

(B)

(C)

(D)

FIGURE 6 Absolute value of the packet delivery ratio (PDR) (top) and its standard deviation (STD) over all slotOffset values (bottom) for all
frequencies, at distances D = 100 cm and D = 120 cm. A, D = l00 cm; B, D = 120 cm; C, D = l00 cm; D, D = 120 cm

3.5

Lessons learnt

Channel hopping smoothens the effect of multipath fading. In the absence of a schedule collision, the choice of the slotOffset
does not affect the PDR of a link; hence, any slotOffset is equivalent. Furthermore, because channel hopping operates the same
way on any cell, in the absence of schedule collisions, all cells are equivalent in terms of PDR.
A schedule collision happens when 2 nearby pairs of nodes communicate on the same cell. When this happens, the signals
sent by both transmitters may collide at the antennas of one or both receivers. Moreover, because the cells are dedicated, no
back-off mechanism kicks in: the transmitter retransmits over and over. The net result is wasted energy, a lower bandwidth, and
a lower PDR on that cell.
The solution is simple: relocation. If the schedule collision is detected, the cells involved can simply be moved to a different
slotOffset/channelOffset in the schedule. In the context of the standards being developed by the IETF 6TiSCH Working Group,
particularly the 6P, the mechanism for relocating a cell is already built in. Relocating a cell is easy; what is hard is detecting a
schedule collision.
Because of multipath fading, moving the nodes (or any object in their vicinity) by only of a handful of centimeters can result
in a reception power swing of tens of decibels, which itself leads to wireless links going from 100% PDR to 0% PDR. It is hence
futile to try to predict the absolute value of the expected PDR of a link. Yet, per the analysis done in this section, if multiple cells
are scheduled to the same neighbor, we expect them to have more or less the same PDR. The only reason for a cell to perform
significantly worse than the other cells to the same neighbor is a schedule collision.
This is the main idea behind CCR, introduced in Section 4. CCR brings the ability for SF0 to detect schedule collisions and
trigger cell relocation. The goal of CCR is to have a mechanism that, in a reactive way, yields a network where there are no
schedule collisions. Once a schedule collision is identified, CCR evaluates the cost of keeping the network running as is, or
triggering relocation. It only triggers the relocation if “it is worth it”, ie, if the cost is expected to go down.

CHANG ET AL.
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C C R : C O S T- A W A R E R E L O C A T I O N

The fundamental idea of CCR is simple. When a node has multiple cells scheduled to the same neighbor, compare the PDR of
each of these cells with the average PDR of all the others. If a cell is found that has a significantly lower PDR than the average
PDR of the others, CCR considers there is a schedule collision. Equation 3 expresses this mathematically, PDRj is the PDR of
cell j, PDR is the average PDR of all cells except j, and PDRthres is the minimal required difference in PDR to consider j to suffer
from a schedule collision.
PDR − PDRj ≥ PDRthres
(3)
Once a schedule collision is detected, CCR needs to decide whether to relocate it. When using 6P, a single relocation requires
at least 4 frames to be exchanged between the 2 nodes: a 6P Request to delete the old cells, a 6P Response to confirm the
deletion, a 6P Request to add the new cell, and a 6P Response to confirm the addition. Deciding whether to relocate needs to
take this overhead into account.
CCR compares the overall cost of the network if relocation were to happen or not. The metric used to quantify the cost is the
number of frame transmission attempts, including retransmissions. For example, if a node has 8 frames to send to a neighbor
8
with which it has an average 80% PDR, the cost is 80%
= 10 frame transmission attempts. In TSCH networks, this metric
translates linearly to energy consumption and latency. We use the symbol  for cost.
Cost when not relocating. Assuming the schedule does not change (ie, there is no relocation), the associated cost is computed
by dividing the estimated traffic load by the average PDR over all cells. This is given in Equation 4, where N is the number of
cells scheduled between the 2 neighbors, i iterates through each of these cells, PDRi is the PDR of cell i, and L is the number
of frames to transmit.‖
L
norel = N
(4)
∑

PDRi

i=1

N

6P overhead to relocate a cell. Assuming CCR decided to relocate, it takes 4 frames to do so in 6P, as detailed above. This
overhead is given in Equation 5, where M is the number of cells used to carry 6P frames, k iterates through each of these cells.
6P =

4
M
∑

(5)

PDRk

k=1

M

Expected cost after relocation. After the 6P protocol has relocated the cell, the average PDR is expected to be the same for
all cells. The cost of transmitting the L frames is expressed in Equation 6, where N is the number of cells scheduled between
the 2 neighbors (including the one that was relocated), l iterates on each of these cells, PDRl is the PDR of cell l, and L is the
number of frames to transmit. N and L are the same as in Equation 4.
rel =

L
N
∑

(6)

PDRl

l=1

N

Rule for deciding whether to relocate. The cost associated with sending L frames without relocation is norel . The cost
associated with sending L frames with relocation is (6P + rel ). CCR chooses to relocate based on which cost is lowest, ie,
when Equation 7 holds.
relj + 6P < norel
(7)
Since 6P is not null, it introduces hysteresis as it avoids for cells to be continuously added/removed when norel is close to relj .

5

EXPERIMENTAL EVALUATION

Section 5.1 details how CCR is implemented in the OpenWSN project. Section 5.2 describes the experimental setup on the
IoT-Lab used to evaluate its performance. Section 5.3 presents how using CCR results in 27.3% less cells needing to be scheduled
in SF0.
‖

The number of frames L includes both the frames that the node generates itself and the frames it relays as part of its routing capability.
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FIGURE 7 The IoT-lab_M3 mote, used to evaluate the performance of cost-aware cell relocation

5.1

Implementation

We implement CCR in OpenWSN,11 which is an open-source implementation of the protocol stack defined by IETF 6TiSCH
and which includes IEEE802.15.4-2015 TSCH and SF0.** This section discusses implementation details layer by layer.
cstorm(application). An application, called cstorm, runs on each node. It generates periodic (dummy) User Datagram
Protocol data traffic that is sent to the root of the network. The period of the cstorm messages can be set.
RPL (layer 3). Each node selects a neighbor as its preferred routing parent, per the RPL specification.5 Per the minimal
6TiSCH configuration,20 a node's preferred routing parent is also its time source neighbor, ie, it keeps synchronized to it.
IEEE802.15.4 TSCH (layer 2). There is a single TSCH slotframe of length 101 slots operating in the network. Each cell is
15 ms long. Four cells in this slotframe are dedicated to signaling: they are “shared” slots in the IEEE802.15.4 TSCH sense,
used to exchange IEEE802.15.4 enhanced beacons, RPL signaling traffic, and 6P frames.
SF0 (par of layer 2). SF0 is implemented per the draft standard.21 The bandwidth estimation algorithm determines when
cells need to be added/removed from the schedule.
CCR relocation (par of layer 2). CCR is implemented as described in Section 4. If CCR determines a cell needs to be
relocated, the 6top sublayer issues a 6P DELETE command, followed by a 6P ADD command to perform the relocation. The
CCR algorithm is executed at each start of a slotframe (ie, approximately every 1.5 seconds); it evaluates whether relocation is
needed for each neighbor, as soon as there is more than one cell scheduled to that neighbor.

5.2

Experimental setup

We run our implementation on the FIT IoT-Lab,12 which is an open testbed with 2728 low-power motes deployed in 7 locations
in France and Germany. We use the Grenoble deployment. After selecting the nodes we want to run the experiment on, we
upload the firmware on the web interface of FIT IoT-Lab, which takes care of flashing the firmware onto the nodes as soon as
they are available. A profile can be selected before launching the experiment to choose the power supply of the nodes and the
current sampling interval when experiment is running. During an experiment, we run a Python-based monitoring script on a
FIT IoT-Lab server that is connected to the serial port of each on our nodes. This script collects the raw performance results
presented in Section 5.3.
We compile our firmware for the IoT-lab_M3 node.†† This is one of the boards in the IoT-Lab and is already supported by
the OpenWSN project. The IoT-lab_M3 node features an ST2M32F103REY 32-bit ARM Cortex-M3 microcontroller and an
Atmel AT86RF231 IEEE802.15.4-compliant radio (see Figure 7). The results hold for any IEEE802.15.4-compliant radio. In
particular, although experimental results on cell equivalence (Section 3) and results on the performance of CCR (this section)
are done on different boards, both are IEEE802.15.4 compliant and are interchangeable from a wireless point of view.
Figure 8 shows the topology used to assess the performance of CCR. All 5 nodes are IoT-lab_M3 nodes reserved on the
Grenoble deployment of the FIT IoT-Lab. Nodes 1 and 2 are one hop away from the DAGroot. Node 1 (respectively, node 2)
is the preferred routing parent of node 3 (respectively, node 4). Nodes 1, 2, 3, and 4 can hear one another; this is the “2 nearby
pairs of nodes” setup where a schedule location is harmful. The cstorm application runs on nodes 3 and 4. When the network
**
††

As an online addition of this paper, the source code used can be downloaded from www.openwsn.org
https://openwsn.atlassian.net/wiki/display/OW/IoT-LAB_M3
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FIGURE 8 Topology used to measure the performance of cost-aware cell relocation (CCR). After synchronization, nodes 3 and 4 reserve
dedicated cells to nodes 1 and 2, respectively. For one measurement campaign, they do so with CCR relocation; for another without. This allows us
to quantify the performance increase when using CCR

starts, there are no dedicated cells from node 3 (respectively, node 4) to node 1 (respectively, node 2). As soon as the cstorm
application starts generating data, the SF0 implementation installs cells on the 3→1 and 4→2 links.
During one experiment, the cstorm application starts by sending one packet per slotframe. Every 10 seconds, it increases
its packet rate by 1 packet per slotframe. At each data rate increase, we see SF0 adding additional cells to the TSCH schedule.
The cstorm application stops increasing its data generation rate at 44 packets per slotframe. In this configuration, assuming
100% PDR links, node 3 (respectively, node 4) has scheduled 44 cells to node 1 (respectively, node 2). Nodes 1 and 2 are the
busiest: they have 44 cells for receiving packets from their routing child, 44 cells for sending the frames to the DAGroot, and 4
cells for signaling. Unused timeslots are used for serial communication.
This experiment is conducted twice: once with CCR and once without. When CCR is not used, only SF0 is running, and there
is no cell relocation. During the experiment, we measure the PDR of the 3→1 and 4→2 links, the current consumption of the
nodes, and the number of relocation events.

5.3

Experimental results

PDR. First, we look at the PDR, which is a metric often used in wireless routing protocols. We define the PDR as the portion
of transmission attempts in which the transmitter node receives the acknowledgment frame from its neighbor. A link with PDR
= 1 is a perfect link; a link with PDR = 0 is nonexistent.
Figure 9 shows the PDR of the 4→2 link evolving over time, for both cases: with and without CCR. To plot this figure, the
PDR is computed every 10 seconds off-line (ie, after the experiment) from the raw per-packet statistics collected during both
runs. As node 4 is increasing its data rate every 10 seconds (see Section 5.2), SF0 is adding cells. As the number of scheduled
cell increases, the probability of having a schedule collision increases, which CCR detects and relocates. The evolving PDR
value is hence expected. Figure 9 shows that, with CCR, the network ends the run in a state in which there are no schedule
collisions and for which the average PDR is higher than without CCR. Without CCR, schedule collisions happen and are not
resolved, resulting in a schedule in which the PDR on some cell is much lower than for noncollisioned cells.
Number of cells. While the increase in PDR may seem small, its impact is huge. When there is a schedule collision, because
the cell is “dedicated” in the IEEE802.15.4 TSCH sense, no back-off algorithm is in place to handle collisions. When collisions
happen, the nodes involved keep retransmitting at the next opportunity, resulting in further collisions. The net result is that the
cell suffering from schedule collisions becomes unusable. SF0 reacts to this situation by scheduling other cells to have enough
cells to carry all the frames between the 2 neighbors. If SF0 does its job well, the overall average PDR between the 2 neighbors
stays approximately the same (see Figure 9), but the number of cells explodes.
This is what is shown in Figure 10. It shows the evolution of the number of cells on the 3 → 1 and 4 → 2 links. As nodes 3
and 4 increase their data rate by 1 packet per slotframe every 10 seconds (see Section 5.2), SF0 adds cells. When CCR is used,
this is a simple step function: SF0 adds some cells; if some cells suffer from schedule collisions, CCR relocates them. Without
relocation, schedule collisions are not resolved, and SF0 can only add even more cells to keep a similar PDR. The result is that,
with CCR, nodes 3 and 4 reserve 10 and 14 cells less (respectively) compared to the case without relocation, resulting in an
average reduction in number of cells of 27.3%.
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FIGURE 9 The packet delivery ratio (PDR) of the 4→2 link evolving over time, in 2 runs: with and without cost-aware cell relocation (CCR).
Using CCR allows the network to converge to a state where the PDR of the wireless links is higher

FIGURE 10 Cell usage with and without cost-aware cell relocation (CCR). The experiment runs until nodes 3 and 4 have scheduled 44 cells to
nodes 1 and 2, respectively
TABLE 1 Charge consumed for each type
of slot, for the OpenMote-STN32 board
(borrowed from the work of Vilajosana et al23 )
Type

Charge Consumed

Sleep

9.2 μC

Idle

85.2 μC

TxData

123.1 μC

TxDataRxAck

151.2 μC

RxData

125.0 μC

RxDataTxAck

175.9 μC

Energy consumption. We use the energy consumption model from the work of Vilajosana et al23 to turn the number of allocated
cells into energy consumption.‡‡ Each type of cell is associated with charge consumed: Sleep (radio in sleep mode), Idle (radio
idle listening), TxData (sending data without receiving an ACK), TxDataRxAck (sending data and receiving an ACK), RxData
(receiving data without sending an ACK), and RxDataTxAck (receiving data and sending an ACK). Table 1 (borrowed from the
work of Vilajosana et al23 ) lists the charge associated with each type of slot.
During the experiment, we log the number of data transmissions and ACK. We use Table 1 to convert that activity into the
power consumption of the device. Figure 11 shows the charge consumed over time by nodes 3 and 4. At the time the experiment
ends, nodes 3 and 4 consumed 72.3821 and 68.7555 mC less when using CCR, respectively.
‡‡
While the IoT-Lab testbed offers energy monitoring of the nodes, there is a significant offset in the measurements that is different for each node. This severely
impacts the trust we have in the infrastructure, which leads us to using a previously published energy consumption model rather than direct energy measurements.
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FIGURE 11 The charge consumed with and without cost-aware cell relocation (CCR)

The 27.3% reduction in number of cells is obtained in the very specific topology of Figure 8. This setup favors schedule
collisions as nodes 1, 2, 3, and 4 all hear one another. Does this result hold in the general case? Absolutely. Whenever in the
network there is a schedule collision, CCR resolves it, and less cells are scheduled. Of course, the reduction in number of cells
on a larger/more general topology will not be 27.3%. However, CCR is “just” a local decision process running in a node that
does not require any additional signaling messages and, hence, comes at zero cost. CCR is therefore beneficial in all cases.

6

DISCUSSION AND CONCLUSION

The IETF 6TiSCH Working Group is standardizing the control plane and integrating IPv6 into a new generation of low-power
wireless networks rooted in IEEE802.15.4 TSCH. The 6P, standardized at 6TiSCH, provides a mechanism for neighbors to
negotiate the TSCH schedule locally. The default scheduling policy (SF0) tracks the frame rate between neighbor nodes and
adds/removes cells when necessary. When adding cells between 2 neighbors, SF0 picks cells that are unused by both neighbors
at random. The danger is a “schedule collision”: 2 nearby pairs of neighbors pick the same cell. In case both pairs use that cell at
the same time, link-layer frames collide. Worse, because no back-off mechanism is in place on those cells, the nodes retransmit
immediately, rendering the cell useless.
CCR is an add-on to SF0. It monitors the PDR of the different cells between 2 neighbors and detects a schedule collision
when the PDR of some cell is significantly worse than that of the others. Based on a cost function, it triggers a relocation of
the cell, taking into account the cost of the relocation itself. CCR is an algorithm only; using it does not result in additional
dedicated signaling traffic. CCR is hence of “zero cost”.
Yet, it serves as a “life saver” for cells suffering from schedule collisions. Without CCR, SF0 adds cells for each collided cell,
until the target PDR is achieved. CCR recycles the collided cell by relocating it inside the schedule. When looking at 2 nearby
pairs of neighbors exchanging up to 44 packets per second, using CCR results in 27.3% less cells needing to be scheduled.
CCR is now being proposed for standardization as a relocation policy to complement the IETF 6TiSCH SF0. We are also
working on reducing the overhead of relocating a cell, 6P , as defined in Equation 5, from 4 frames to 2 frames by introducing
a dedicated 6P Relocation request.
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